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Disclaimer
• This research was independently self-funded and carried out during my personal

time, outside of my professional responsibilities. As a result, some areas may
remain unexplored due to limitations in time, resources, and scope

• Models used: GPT o3, GPT-5 through GPT-5.3



Spray, Pray, Validate

Spray
Generate many vulnerability 

hypotheses with LLMs.

Pray
Accept that most will be noisy, 
but some may become useful 

leads.

Validate
Filter with lightweight LLM 

checks, then manually 
confirm real exploitability.



Why spray?
• Think of codebases are huge search spaces

• LLMs help automate the process of exhausting more of that space. (plus they
don’t get tired)

• The goal is not perfect accuracy, but generating enough useful leads to validate

• In a way, it’s similar to fuzzing?

• Cost-wise, this approach is expensive and token-heavy :’(



Why validate manually?

• Minimize noisy or low-quality reports. PoC or GTFO (keeps the devs happy)

• Some exploit paths still need human intuition and knowledge

• Keep yourself in the loop. AI should assist, not decide



• Built a simple pet project chatbot with Pandas-

AI and LlamaIndex to query Hayabusa output 

(forensics timeline generator) with GPT-4

(2024)

• “Hey this LLM thing is pretty good at 

querying/searching text?”

• Of course, at this time, the model still isn’t 

very good at understanding and writing code

as the models we have now (2026)

Started my journey with LLM



• Models became much better at understanding and 

writing code

• The release of GPT-o3 pulled me back into building 

LLM applications again

• GPT-o3 felt like a strong enough model to build with

Eventually models start to get better..



Single agent

• The main goal at the time of building a single agent is to help me save time on CTF challenges

• Built on LangChain



CTF Vulnerability Research
For CTFs, the single-agent methodology was simple:

• Throw every possible idea/hypotheses I had at
the challenge

• Let the agent explore what works, because it
doesn’t get tired (which is pretty cool!)

• Guide it properly, and intervene manually when
needed

• After seeing some success with CTF challenges, I 

wanted to try the same approach on real 

codebases

• Built a single-agent setup for vulnerability 

research and had a few early successes :)

• The implementation was pretty naive at the time, 

but it was enough to show that the idea had 

potential

Single agent for …



Codeigniter 4 (CVE-2025-54418)

• Command Injection Vulnerability 

in ImageMagick Handler 

• CVSS 3.1: 9.8 / Critical



Codeigniter 4 (CVE-2025-54418)

• process() builds an ImageMagick command through string concatenation.

• A filename can enter the image resize flow and become part of the shell command

• Filename sanitization is not shell escaping, so shell metacharacters may still reach exec()



Octo-STS (CVE-2025-52477)

• Unauthenticated SSRF with HTTP 

Response Reflection in OIDC Flow 

• CVSS 3.1: 8.6 / High

• Relatively small codebase



Moodle (CVE-2026-26046)

• Post-auth Command Injection in 

TeX filter settings

• CVSS 3.1: 7.2 / High

• Big codebase, lucky?



Takeaways from the single agent setup

Agent performance gets worse as 
more tools are called due to 
context dilution

File reading (tool) selection can be 
random, especially in large 
codebases

The agent often misunderstands 
the application threat model and 
might treat any reachable sinks as 
vulnerabilities

Agents are relentless. They never 
get tired, so you can keep 
exploring the space



Context dilution and performance

A single agent can run for a long

time without solving the task,

while getting slower and less

useful over time

TLDR: Don’t make one agent do everything. Instead, make it do 

one thing well

A single agent work best on

bounded tasks with clear

objectives, focused

instructions, and defined

success criteria



Let’s make things better?

• Enter multi-agents and subagents setup

• multi agents = multiple agents working together, usually with different specific roles

• subagents = smaller helper agents spawned by a main agent to handle specific tasks

• Goal: ensure that every agent and subagent operates within a clearly defined scope, with

narrow responsibilities and clear success criteria.



Let’s make things better?



Multi-agents setup

• Tried both PydanticAI and LangGraph. Both were good and fairly similar, but PydanticAI felt 

more natural to me

• PydanticAI comes with structured output, context compaction, logging, skills, and more, which 

made building agents much easier

• Methodology: generate many hypotheses, validate lightly and validate manually for actual 

exploitability

• Hunter agents were mostly instructed to report anything suspicious, not to validate deeply

• Goal: find web-based vulnerabilities, language-agnostic



First iteration (Multi-vuln class)

• Scout agent provides baseline context for the other agents

• AST parsing with treesitter + ripgrep based tool 

• 9 vulnerability-class hunters cover RCE, XSS, SSTI, SSRF, and more

• Generate lots of hypotheses from the codebase

• Analyzer agents validate lightly

• Validate manually

AST – Abstract Syntax Tree



• Scout agent provides baseline context for the other 

agents

• ripgrep-based tool

• 5 Chrome-vuln class hunters

• Generate lots of hypotheses from the codebase

• Analyzer agents validate lightly

• Validate manually

First iteration (Chrome-vuln class)



Budibase Cloud (CVE-2026-27702)

• Remote Code Execution in View Filter 

Map Function

• CVSS 3.1: 9.9 / Critical

• The exploit only worked on the cloud 

deployment, which increased impact

because it could expose other users’ 

data



Budibase Cloud (CVE-2026-27702)

• User-controlled view filter could reach eval() through the generated map

function

• This led to server-side code execution in the Budibase Cloud app-service context



Chrome Browser (CVE-2026-3938)

• Insufficient policy 

enforcement in Clipboard in 

Google Chrome

• CVSS 3.1: 4.3 / Medium



• Multi-agent and subagent strategies worked well, up to a point

• Different roles helped, but large codebases still overwhelmed individual agents, and their 

exploration could still drift unpredictably

• AST parsing was useful for structure, but cross-file tracking across languages became messy due 

to language-specific imports, framework patterns, and dataflow behavior

Takeaways from the first iteration



• Scrapped AST parsing, relied on ripgrep-based tooling instead

• Added LSP support for most languages

• Added a planner agent to split the codebase into smaller subsystems

• Assigned multiple agents to each subsystem so they could generate more  hypotheses within a 

smaller scope

• Why: smaller scopes reduce random file-reading and produce more focused hypotheses

GENERATE EVEN MORE HYPOTHESES!!!

Making things even better? (also expensive)

LSP– Language Server Protocol



Making things even better? (also expensive)



Final takeaways

Harness = codebase-specific setup: tools, prompts, docs, 
and checks that guide agents

Use LLMs like a tireless fuzzing engine to exhaust the search space

For agents and subagents: small task, small scope, simple tools

Avoid being too language/project-agnostic. You will mostly surface shallow 
bugs

Build codebase-specific harnesses when possible especially if you have RFCs, 
docs and specs

Harness design >>> everything else, even fine-tuning

LLMs will improve as they get better at reading, writing, and reasoning about 
code
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Future work....

• Many generated findings were still not fully validated

• Some were validated, but not submitted yet, still under embargo, or had no response from 

maintainers

• The remaining leads are left for future work :))
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Question

Positive Hack Talks
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Thank you

Credit To OS1RIS (for the slides design)!
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